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ABSTRACT

KEYWORDS

We present GetFair, a novel framework for tuning fairness of classification models. The fair classification problem deals with training
models for a given classification task where data points have sensitive attributes. The goal of fair classification models is to not only
generate accurate classification results but also to prevent discrimination against subpopulations (i.e., individuals with a specific value
for the sensitive attribute). Existing methods for enhancing fairness
of classification models, however, are often specifically designed
for a particular fairness metric or a classifier model. They may
also not be suitable for scenarios with incomplete training data or
where optimizing for multiple fairness metrics is important. GetFair
represents a general solution to this problem.
The GetFair approach works in the following way: First, a given
classifier is trained on training data without any fairness objective.
This is followed by a reinforcement learning inspired tuning procedure which updates the parameters of the learned model on a
given fairness objective. This disentangles classifier training from
fairness tuning, making our framework more general and allowing
for the adoption of any parameterized classifier model. Because
fairness metrics are designed as reward functions during tuning,
GetFair generalizes across any fairness metric.
We demonstrate the generalizability of GetFair via evaluation
over a benchmark suite of datasets, classification models, and fairness metrics. In addition, GetFair can also be deployed in settings
where the training data is incomplete or the classifier needs to be
tuned on multiple fairness metrics. GetFair not only contributes a
flexible method to the repertoire of tools available to improve the
fairness of classification models, it also seamlessly adapts to settings
where existing fair classification methods may not be suitable or
applicable.

Fair classification, fairness metrics, sensitive attribute, classifier
models
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1

INTRODUCTION

With society and human lives being critically impacted by algorithmic decision-making, the fairness of such decisions becomes increasingly important, i.e., the decisions should —legally and ethically—
not be biased against specific subpopulations that are typically characterized by sensitive attributes such as gender, age, race, or disability. Therefore, significant research in machine learning has focused
on designing methods that enhance the fairness of machine learning
models, especially classification models [1, 4, 5, 11, 17, 18, 35, 36].
Fair classification. The fair classification problem assumes that in
addition to its set of predictive features each dataset also includes
sensitive attributes such as gender, age, race, etc. The goal is to
learn a model on a classification task such that not only accuracy on
the test set is maximized, but the results are also ‘fair’. The fairness
of predictions is usually measured through various metrics. For
example, statistical parity [36] stipulates that prediction results of
a classifier would be deemed unfair if it is less probable to assign
a data point to the positive class, in case it belongs to a particular
subgroup (i.e., a specific value of the sensitive attribute). Existing
approaches are often effective in improving the fairness of a variety
of classifier models. Nevertheless, they also face several limitations.
Limitations of existing methods. Many existing methods were
specifically developed for a given fairness metric or classifier model,
and require —if at all possible— substantial adaptations to make
them suitable for other metrics or classification models. Furthermore, existing methods require training data to be available in its
entirety, which might not always be available due to proprietary
reasons (e.g., pre-trained models). Also, existing methods were not
developed to optimize with respect to multiple fairness metrics at
the same time, which is necessary in many real-world scenarios.
Goals and approach. Consequently, this paper introduces GetFair, a general framework for enhancing fairness of classification
models that is suited for any fairness metric and any parameterized
classification model. In addition, GetFair enables fairness tuning of
classifiers with incomplete training data, as well as optimizing for
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Fairness metrics
Generalizability
Training
Testing
Statistical
Equal
Equalized Fairness Classifier Incomplete Multiple Sensitive
Type
Method
Parity
opportunity
Odds
metric
models
data
metrics attributes
Kamiran et al. [a] [16]
✓
✗
✗
✗
✓
✗
✗
✓
Pre-processing
Kamiran et al. [b] [16]
✓
✗
✗
✗
✓
✗
✗
✓
Zafar et al. [35, 36]
✓
⃝
⃝
✗
✗
✗
✗
✓
In-processing
Agarwal et al. [1]
✓
✓
✓
✓
⃝
✗
✗
✓
Hardt et al. [11]
✓
✓
✓
✗
✓
✓
✗
✗
Post-processing
GetFair
✓
✓
✓
✓
✓
✓
✓
✓
Table 1: GetFair in comparison with existing methods for fair classification. We qualitatively compare existing methods on
their applicability to different metrics, generalizability, and training and testing requirements. Among all the methods only
GetFair, Agarwal et al. and Hardt et al. are applicable to all the fairness metrics (for more details on these metrics refer to
Section 4). Although Zafar et al. does not directly optimize for equal opportunity and equalized odds, it does optimize for a
related metric called disparate impact. In terms of generalizability, GetFair can be deployed across any fairness metric as well
as classifier models unlike most of the existing methods. Although Agarwal et al. is generalizable across classifier models in
theory, we were unable to deploy it for neural networks. GetFair is also applicable to scenarios where only a limited amount
of training data is available. In fact, none of the in-processing and pre-processing methods are applicable in such a setting.
GetFair can also optimize for multiple fairness metrics unlike existing methods. Among the baseline methods, only Hardt et
al. accommodates a similar level of generalizability and features as GetFair. However, it suffers from disparate impact (i.e., it
requires sensitive attribute information of the test data points for inference), which is an often essential requirement.

multiple fairness metrics. Table 1 gives an overview of the properties of existing fair classification methods. GetFair utilizes a policy
gradient [32]-based tuning procedure to update the parameters of a
classifier model with the aim of maximizing a fairness score that is
employed as a reward for the procedure. GetFair consists of a metaoptimizer model, which takes the current parameter configuration
of the classifier model as input and determines the direction of the
update. The parameters of the classifier model are then updated
by taking a small step in the direction as determined by the metaoptimizer. Essentially, we address the fair classification problem in
two steps. First, we train the classifier model on the prediction task
without incorporating any fairness constraints. The parameters of
the model are then updated by taking repeated steps in the direction
determined by the meta-optimizer to obtain a parameter configuration for the classifier which maximizes the fairness score (the
reward function). We call this the tuning procedure, which closely
resembles stochastic gradient descent updates that are deployed in
training neural networks.
Results and contribution. We present the GetFair framework,
which can be applied to any parameterized classifier model, as
well as across any quantifiable fairness metric. To demonstrate the
generalizability of GetFair, we deploy it across different classifiers
models trained on sets of synthetic and real-world datasets as well
as across different existing fairness metrics. We compare the results
of GetFair with several state-of-the-art classification frameworks
for enhancing fairness. GetFair is able to obtain competitive accuracy fairness trade-offs across all classifier models, datasets, and
fairness metrics. Additionally, GetFair is able to effectively operate
on settings where the training data is (partially) unavailable for fairness adjustments after the initial training procedure. Furthermore,
it can be applied to tune classifiers on multiple fairness metrics.
Our method can also be used to re-tune a classifier model previously optimized for one fairness metric to a different metric. This

significantly expands the set of classification use cases to which
fairness constraints can be introduced.
To facilitate reproducibility of our work, we have made our
implementation of GetFair available online1 .

2

RELATED WORK

As machine learning algorithms increasingly are being employed
for supporting or making critical decisions, several approaches have
been developed in the last few years to enhance fairness of these
algorithms. The primary objective of these methods is to ensure that
the sensitive attributes (e.g., gender, race, etc.) do not impact the
inference results. In this paper, we focus on classification problems.
According to [9], the fairness enhancing methods that have been
developed for classification can be grouped into the following three
classes - (i) pre-processing methods, (ii) in-processing methods and
(iii) post-processing methods.
Pre-processing methods: The pre-processing methods aim at manipulating the training data and then utilizing this manipulated
data to train the classification models. The key idea is that the
training data is essentially the source of bias and hence adequately
adjusting it should solve the problem of fairness. [16] proposes two
reweighing and sampling schemes which essentially assign weights
to the data points based on their sensitive attributes, ground-truth
class and relevance to the classifier and then draw samples for
training. [7] aims at modifying the feature values such that the
marginal distribution of features across all groups (based on the
sensitive attributes) are similar. Other methods in this direction
include [3–5].
In-processing methods: The in-processing methods focus on
modifying the classifier models themselves to improve fairness
results. [18] proposes a fairness regularization term to the optimization function and train a fair logistic regression classifier. [35, 36]
1 https://github.com/Sandipan99/GetFair
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propose fairness metric specific constraints and solve for this constrained optimization problem. [1] proposes to reduce fair classification to a sequence of cost-sensitive classification problems.
The authors argue that the solutions to these problems should
yield a randomized classifier with the lowest (empirical) error subject to a desired fairness constraint. In [26], the authors propose
a method for mitigating fairness specifically in neural networks.
Other methods of improving fairness through adversarial training
include [23, 37] and through bayesian optimization [27]. Apart from
requiring the entire training data, most of these methods require
designing specific fairness constraints, making it difficult to adopt
these approaches towards new fairness metrics.
Post-processing methods: The general idea for post-processing
methods is to modify the results of previously trained classifiers
in order to achieve fairer results. [11] proposes to utilize the probability estimates of an unfair classifier to learn different decision
thresholds for different groups. These group-specific thresholds are
then applied during inference. As pointed out in [35], this method
fails the disparate treatment requirement for classifiers as it requires
the sensitive attribute information of the data points for making
inference. Other post-processing methods include [17, 33].
Reinforcement learning: That reinforcement learning could be
deployed for optimization was first proposed in [2, 22]. Our method
is also motivated partly from meta-learning or “learning to learn”
setup proposed in [8, 29]. Investigating fairness in reinforcement
learning was initiated in [15]. The authors argue that the actions
taken by a learning algorithm would have an effect on the environment as well as future rewards. The proposed method ensures
that one action is not preferred by the algorithm over the other.
Policy gradient based training in the context of fair ranking has
also been proposed in [30, 34]. However, none of these works relate
to enhancing fairness of classifier models.
Comparison of existing literature and GetFair: In Table 1, we
qualitatively compare GetFair with existing methods (for a quantitative comparison refer to Section 5). In terms of their applicability to
different fairness metrics, we observe that only Hardt et al. [11] and
Agarwal et al. [1] are applicable across the three fairness metrics
considered here. Zafar et al. [35, 36] although not directly applicable to equal opportunity and equalized odds, can be deployed
for a similar metric called disparate mistreatment which takes into
consideration false positive and false negative rates instead of true
positive and false positive rates. GetFair is also generalizable across
any fairness metrics (apart from the ones considered in this paper).
To be applicable to a new fairness metric in-processing methods in
general would require development of metric-specific constraints,
which might not be straightforward. Both pre-processing and inprocessing methods would also require the training data in entirety
for deployment which is not the case for post-processing methods. Similarly, only GetFair, Agarwal et al.2 and Hardt et al. can
be deployed across any classifier model. However, the approach
by Hardt et al. requires access to sensitive attribute information
of the test data points for inference and hence does not satisfy
the disparate treatment requirement for classifiers. [31] proposes
a meta-learning setup similar to ours for achieving fair classification results. However, the method is geared towards obtaining fair
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results in a transfer learning scenario while we are interested in
enhancing the fairness of existing classifier models. Finally, [28]
proposes a policy gradient based method for designing a fair classifier. In contrast to our work, it is an in-processing method and is
not generalizable across classifier models. It is also not applicable
to cases where training data is incomplete.

3

GETFAIR FAIRNESS TUNING

In this section, we introduce our novel fairness tuning framework
GetFair.
We consider a typical setup for a classification problem where
we are provided with a training set D = {X , y} N and the task is
to learn a classifier (parameterized by θ ) dθ : X → y. The optimal
parameter configuration (θ ) is achieved by optimizing for an objective loss function. Although classifier models trained in this way
achieve high accuracy, they do not take into account any fairness
requirements. GetFair aims to derive a modified θ ∗ from θ such
that dθ ∗ maximizes fairness given an accuracy threshold ẑ utilizing
a tuning dataset Dt ⊆ D.3 Most of the existing fairness enhancing algorithms tend to obtain θ ∗ by directly incorporating fairness
constraints on the original optimization problem. In contrast, GetFair disentangles the fairness constraints from the classification
problem by tuning the classifier on a given fairness metric in a
post-hoc fashion. This not only makes our method generalizable to
any parameterized classifier model but also makes it suitable for
several real world use cases where most of the existing methods
are unsuited (refer to Section 4 for details).
GetFair can be considered as a “learning to optimize” [22] method
where instead of designing constraints for every fairness metric, it
directly learns to optimize for a given metric.
As mentioned earlier, we start by training the parameters of an
unconstrained classifier optimizing for accuracy only. Then, we deploy GetFair to tune the parameters of the model on a given fairness
objective. We incorporate fairness metrics (along with accuracy) as
rewards which the method tries to maximize. GetFair consists of
two components: (i) A meta-optimizer model that decides on the
direction of the update and (ii) a tuning procedure which updates
θ (parameters of the classifier model) in the direction obtained as
output from the meta-optimizer model.
Parallels with reinforcement learning setup. Our method is
inspired by a typical reinforcement learning set up, in particular
borrowing from policy gradient approaches. Such a setup consists
of an environment, a state space S, a policy π , an action space A,
and a reward space R. The objective is to learn π ∗ that maximizes
the reward. The policy is learnt across episodes. Each episode starts
with a fixed policy. For any time step t in an episode, given a state
st ∈ S, the policy π selects an action at ∈ A and obtains a reward
r t ∈ R. The environment reacts by generating a new state st +1
depending on the executed action at . At the end of each episode,
the policy gets updated based on the collected reward. In our case,
the state space is any value configuration that θ can take or in other
words the domain of θ , the meta-optimizer is the policy π and the
specified fairness metric is the reward function (R) whose range
represents the reward space R. The tuning procedure comprises the
3 Variations

2 We

were unable to deploy it for neural networks.

that satisfy a minimum fairness constraint while maintaining/achieving
as much accuracy as possible can be accomplished in a straightforward way.
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generation of episodes as well as updating the policy to maximize
rewards.
Meta-optimizer model. The meta-optimizer model (policy) is a
neural network with parameters ϕ, represented as πϕ which takes
as input the current parameters θ = [θ 1 , . . . , θ n ] of model dθ and
infers the direction of the update. As mentioned earlier, the different
value combinations of parameter θ is essentially the state space
while the direction of update is the action space A (|A| = 2, positive
and negative). We model πϕ as a recurrent neural network followed
by a linear and a softmax layer to obtain a probability distribution
over the set of actions. For step t in an episode, θ t as a sequence
[θ 1t , . . . , θ nt ] is given as input to πϕ . At each input θ it in the sequence,
πϕ outputs a probability distribution over the action space. This
can be represented as πϕ (ait |s) = P(Ati = ait |θ it = s, ϕ)
where ait

(1)

action Ati

∈ A. An
is then sampled from this distribution
over the action space. We represent the sequence of sampled actions
as At = [At0 , At1 , . . . , Atn ] and Ati ∈ {−1, 1}.
We generate an entire episode following the policy πϕ and at the
end of the episode we update ϕ following REINFORCE update discussed in detail in the tuning procedure. The primary motivation
for using RNNs is to capture the dependency between parameters. The choice of architecture is also partly motivated by Monte
Carlo Markov Chain (MCMC) methods which aim at computing
the posterior distribution of the parameters by sampling values
for a parameter by conditioning on the current value of the others.
In our case, we sample an action ai for parameter θ i conditioning on the previous sampled actions - Pr (Ai = ai |A0 = a 0 , A1 =
a 1 , . . . , Ai−1 = ai − 1). Figure 1 illustrates how the RNN-based
meta-optimizer architecture is designed as well as the tuning procedure which is discussed next. Although we use a RNN architecture,
the only requirement for π (the neural network function deployed
for sampling actions) is to be smooth and differentiable and hence
any other architecture which satisfies these requirements could be
adopted. This follows directly from the policy gradient theorem. As
an alternative, we also considered a multi-layer perceptron as an
optimizer model to map each parameter to a probability distribution
over the action space. The architecture essentially consists of an
input layer, followed by two hidden layers and finally an output
layer. This leads to a similar performance as the RNN architecture
(see Section 5 for details).
Tuning procedure. As mentioned earlier, we first train an unconstrained classifier on the training dataset. The tuning procedure
starts with the trained model dθ , a policy πϕ , a reward function
R and tuning dataset Dt ⊆ D. At each step t of a given episode,
we run the policy over the current θ t ∈ Rn and sample actions,
represented by At ∈ {−1, 1}n . We then update θ t as θ t +1 = θ t + At ∗ lr ∗ c(t)

(2)

where lr is a predefined hyperparameter similar to learning rate
used in gradient descent methods, and c(t) is an optional scaling
parameter that we set in our experiments to c(t) = | cos(t ∗ π /180)|.
This allows for reducing the step size when being closer to optima,
and avoid getting stuck in a local optima. This provides better results
than c(t) = 1. At the beginning of each episode, we re-initialize
the parameters θ 0 (starting parameter configuration) to θ , which is

Figure 1: GetFair tuning architecture. The meta-optimizer
model is a RNN-based architecture which takes the sequence of parameter values θ t = [θ 0t , θ 1t , . . . , θ nt ] as input and
generates action Ati for each θ it , At = [At0 , At1 , . . . , Atn ]. θ t +1 is
then computed from θ t by taking a small step towards the
direction obtained from the meta-optimizer. The classifier d
with this updated parameter configuration θ t +1 is then used
to calculate fairness scores (reward) on the tuning set Dt .
This process is then followed to generate episodes.

the parameter configuration of the unconstrained classifier model.
We refer to an episode as performing a series of update steps on
the parameters of the classifier following actions sampled from
the metaoptimizer policy at each step. The episode ends when a
pre-determined number of steps is reached and ϕ is updated at the
end of each episode depending on the reward collected during the
entire episode. Alternatively, another stopping criteria could be
the pre-determined accuracy threshold, i.e., the episode ends when
the accuracy on the tuning data reaches the threshold value. The
reward at each step is computed according to the reward function,
R = λ f + (1 − λ)ac, where f and ac are respectively the fairness
and accuracy scores computed over Dt at each step of the tuning
process. λ (0 ≤ λ ≤ 1) is a hyperparameter to the model and
determines the weight given to the fairness and accuracy scores.
We empirically explore different combinations of λ in Section 5.
Since the reward function is in general non-differentiable, we
update ϕ using the REINFORCE algorithm [32] which is presented
in algorithm 2. At the end of each episode, we gather all the rewards
obtained at each step of the episode. Instead of using the raw values,
we compute a discounted version using the parameter γ . This is
used to control for variance [32]. The gradient with respect to ϕ
can then be calculated following the policy gradient theorem as
shown in line 5 of algorithm 2. ϕ can then be updated following any
update method like gradient descent. The entire tuning procedure
is presented in algorithm 1.
Obtaining the best parameter configuration θ ∗ . GetFair is inherently non-deterministic. Each episode can be thought of as a
trajectory to the optimal point where the fairness metric value is
maximized and each trajectory is unique. To obtain the best fairness
score for a given accuracy threshold, we essentially consider the
accuracy and fairness scores for all values of θ obtained through
any of the different trajectories and then construct a convex hull.
The corner points denote the best fairness scores that could be
obtained for a given accuracy threshold.
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Algorithm 1: GetFair tuning procedure
input : training data - D, classifier - d tuning data - Dt ,
step size - lr , accuracy threshold = ẑ, episodes - E,
max episode length - T , Reward function - R
output : Fair classifier dθ ∗
1 d θ → Classifier trained on D only maximizing accuracy
2 for i ← 0 to E do
3
θ0 ← θ
4
for t ← 0 to T do
5
At ∼ πϕ (a|θ t )
6
θ t +1 = θ t + At ∗ lr ∗ c(t)
7
r t = R(Dt , dθ t +1 )
8
end
9
Pi ← θ t , ∀t ∈ {0, 1, . . . ,T }
10
Update ϕ following REINFORCE
11 end
12 P ← Pi , ∀i ∈ {0, 1, . . . , E}
∗
13 θ = argmax R(D, d θ ) | θ ∈ P : accuracy(d θ , D) ≥ ẑ
θ

Algorithm 2: REINFORCE update
input : Reward - R = {r 0 , r 1 , . . . , rT } generated following
πϕ , discount factor - γ , learning rate - α
output : Parameter update for ϕ
1 for t ← 0 to T − 1 do
Í
2
G = Tk =t +1 γ k −t −1r k
3
ϕ = ϕ + α ∇ϕ log πϕ (A|θ ).G
4 end

Discarded alternative. The meta-optimizer could also have been
modeled as a regressor with the model directly predicting the step
size instead of the direction of update. In fact, this may seem more
intuitive than the model discussed above. This alternative, however,
is inferior because of two main reasons. First, the output of the
regressor is not constrained in any way, i.e., the step size can be
any value between −∞ and ∞. While this can be controlled by
applying a squashing function on top, it leads to the second issue.
The REINFORCE algorithm requires computation of log πϕ (A|θ ).
The domain x of log function is x ∈ R >0 and hence for the optimization to work πϕ (A|θ ) can only generate positive step sizes.
That is, the parameters can only be updated in one direction. This
would severely limit the tuning procedure.

4

EVALUATION SETUP

To demonstrate the efficacy and flexibility of GetFair, we deploy it
across a set of synthetic and real world datasets. We also consider
a wide variety of fairness evaluation metrics and classifier models
and compare the performance of GetFair with existing baseline
algorithms. We start by introducing the evaluation setup in detail.

4.1

Baselines

We compare our method with existing pre-processing, in-processing
and post-processing methods from literature, cf. Section 2 for details.
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We use two pre-processing methods, uniform sampling (Kamiran
et al. [a]) and preferential sampling (Kamiran et al. [b]) proposed
in [16]. Additionally, we consider approaches of Agarwal et al.
[1] 4 and Zafar et al. [36] as well as a post-processing method by
Hardt et al. [11]. Since both pre-processing methods and the approach by Zafar et al. have been explicitly developed for improving
statistical parity and did not result in competitive results for other
metrics, we use it as a baseline for the statistical parity metric only.
For each setting, we train an unconstrained classifier model (i.e.,
without any fairness awareness) as well.

4.2

Overall Setting

Evaluation setting. We split each dataset into two partitions of
size 80% for training and the remaining 20% for testing. For GetFair,
we first train the classifier on the training set and then use the
training set (either in part or in full, depending on the setting) as
a tuning set for tuning the classifier on the given fairness metric.
For more robust results, we repeat all experiments ten times with
different train/test splits and report the mean accuracy and fairness
scores across iterations.
GetFair parameter configuration. For most experiments, we employ an LSTM-based meta-optimizer model for GetFair that consists
of 2 stacked LSTM [13] layers of size 30, followed by a linear and a
softmax layer. We use ReLU as the activation function. The learning
rate (lr ) for the tuning procedure is set at 0.04 and the discount
factor γ is set at 0.1. We use Adam [19] with a learning rate of 2e −2
and weight decay of 1e −5 for optimization (this is used for learning
the meta-optimizer policy π ). The maximum episode length is set
at 400 and we run the algorithm for 100 episodes. λ is set at 0.5.
Classifier models. For our experiments, we employ three popular
parameterized classification models: a logistic regression model
(Log-reg) [14], a linear SVM (Lin-SVM) [6] and a multilayer perceptron (MLP) [12]. For Log-reg, we use the L2 loss function with
regularization strength C = 1.0 and L-BFGS [38] for optimization.
The SVM models are also trained with L2 penalty and C = 1.0 and
with squared hinge as the loss. For all the datasets, we use an MLP
model of two hidden layers of size 10 each with Adam as optimization algorithm. For MLP classifiers, we only tune the parameters of
the output layer and keep the weights of the lower layers frozen.
The output layer is primarily responsible for obtaining the hyperplane which is then used for classification, while the lower layers
are responsible for projecting the data into a higher dimensional
manifold. We argue that tuning this hyperplane should be enough
to obtain fairer results and that the manifold itself would not matter
much. The results obtained with the MLP classifier across different datasets corroborates with this hypothesis (see Section 5 for
results). Nevertheless, further analysis needs to be done before a
strong and universal claim can be advocated. We only consider
binary classification tasks but the method can easily be extended
to multiclass classification as well.
Fairness metrics. We deploy GetFair across three different fairness
metrics. We assume that the sensitive attribute (z) is binary (either
0 or 1).
(1) Statistical parity [36] ensures that the probability of assigning
4 We used the Fairlearn (https://fairlearn.github.io/) library for Agarwal et al. and Hardt

et al. as implementations of baseline approaches.
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the positive class (1) to a data point (x), by a classifier dθ should
be independent of the sensitive attribute (z). Formally, statistical
parity is defined as 

P(dθ (x) = 1|z = 0) P(dθ (x) = 1|z = 1)
stat_parity = min
,
(3)
P(dθ (x) = 1|z = 1) P(dθ (x) = 1|z = 0)
Note that the higher the value of statistical parity, the fairer the
classifier is. This metric is also sometimes referred to as demographic
parity or disparate impact in literature. This metric is directly used
as a reward by GetFair during fairness tuning.
(2) Equal opportunity [11] requires the true positive rates for
the two subgroups (z = 0 and z = 1) to be equal and is measured
as the difference in true positive rates of the two subgroups. It is
defined as
eq_oppr = |P(dθ (x) = 1, y = 1|z = 0) − P(dθ (x) = 1, y = 1|z = 1)|
(4)

Sandipan Sikdar, Florian Lemmerich, and Markus Strohmaier

Note that each data instance x consists of two features. A classifier
trained on this dataset would have different true positive rates for
the two subgroups.
Synthetic equalized odds dataset. We draw 2500 samples each
at random from the four multivariate Gaussian distributions corresponding to every combination of class y and sensitive attribute
z.
P(x |z = 0, y = 1) = N ([2, 0], [5, 1; 1, 5])
P(x |z = 1, y = 1) = N ([2, 3], [5, 1; 1, 5])
P(x |z = 0, y = 0) = N ([−1, −3], [5, 1; 1, 5])
P(x |z = 1, y = 0) = N ([−1, 0], [5, 1; 1, 5])

The classifiers trained on this dataset fail to achieve equalized
odds for the two subgroups with different true positive and false
positive rates. The method was adopted from [35].
where y represents the ground truth class. For this metric, we model
Adult dataset. The Adult dataset5 [20] provides information on
the reward as (1 − eq_oppr ) and maximize this reward during the
45,222 individuals, each consisting of 14 features including gender
tuning process.
and race as sensitive attributes. The task is to predict whether the
(3) Equalized odds [11] is an extension of the equal opportunity
individual’s annual income is greater than USD 50K (positive) or
metric and requires the false positive rates of the subgroups to be
less than USD 50K (negative). We consider gender (binary) as the
equal in addition to their true positive rates. This is defined as sensitive attribute for our experiments. Neither race nor gender are
eq_odds = |P(dθ (x) = 1, y = 1|z = 0) − P(dθ (x) = 1, y = 1|z = 1)|+
considered as features in the prediction task. The Adult dataset is
used for investigating statistical parity of the classifiers.
|P(dθ (x) = 1, y = 0|z = 0) − P(dθ (x) = 1, y = 0|z = 1)|
Bank dataset. The Bank dataset6 [24] consists of 41,188 individuals
(5)
each with 20 features and the task is to predict whether the indiWe model the reward in this case as (2 − eq_odds) and maximize
vidual has subscribed to a term deposit (positive) or not (negative).
it during fairness tuning. Note that although we illustrate the efThe sensitive attribute here is age with the two subgroups being (a)
fectiveness of GetFair using these three fairness metrics, GetFair
individuals with ages between 25 and 60 and (2) rest. We use this
generalizes to any other fairness metric with minimal changes to the
data set to investigate equal opportunity among classifiers.
model, only the reward function needs to be adapted.
Compas dataset. Correctional Offender Management Profiling for
Alternative
Sanctions (COMPAS) is a tool which screens criminal of4.3 Datasets
fenders and tries to predict recidivism risks for the individual being
We evaluate GetFair on two datasets (synthetic and real world) per
screened through responses on a questionnaire of 137 questions.
fairness metric. We describe the datasets in detail below.
Propublica created a list of individuals screened through COMSynthetic statistical parity dataset. This dataset is generated
PAS in Broward County, Florida and also obtained ground-truth
following the procedure proposed in [36]. The method first genon whether the individuals in the list recidivated within 2 years
erates 10,000 class labels uniformly at random and assigns a feafrom screening7 . We consider race (treated as binary, only black
ture vector(x) for each label (y) by sampling from two multivariand white) as the sensitive attribute. Each individual is associated
ate Gaussian distributions - P(x |y = 1) = N ([2; 2], [5, 1; 1, 5]) and
with five features (e.g., prior counts or charge degree), The groundP(x |y = 0) = N ([−2; −2], [10, 1; 1, 3]). The sensitive attribute z
truth data obtained by Propublica is used as the prediction variable.
′
is then drawn from a Bernoulli distribution P(z = 1) = P(x |y =
Further information on the dataset are available in [21].
′
′
′
1)/(P(x |y = 1)+P(x |y = 0)), where x = [cos(ϕ), −sin(ϕ); sin(ϕ), cos(ϕ)]x.
We consider ϕ = π /4. Note that the classifier models trained on
5 EVALUATION RESULTS
this data achieve low statistical parity.
With this setup, we performed an extensive experimental evaluaSynthetic equal opportunity dataset. We adopt the method protion with synthetic and real world data. This section presents the
posed in [35] with a small modification. For each combination of
evaluation results structured in three parts. The first part is devoted
class (y ∈ {0, 1}) and sensitive attribute (z ∈ {0, 1}), we draw 2500
towards demonstrating the generalizability of our proposed method.
samples at random from the following four respective multivariate
We essentially compare GetFair with existing approaches for enGaussian distributions.
hancing fairness of classifier models on a variety of benchmark
datasets and fairness metrics. In the second part, we demonstrate
P(x |z = 0, y = 1) = N ([−2, −2], [3, 1; 1, 3])
the effectiveness of GetFair in settings that cannot effectively be
P(x |z = 1, y = 1) = N ([−1, 0], [3, 1; 1, 3])
5
P(x |z = 0, y = 0) = N ([2, 2], [3, 1; 1, 3])
P(x |z = 1, y = 0) = N ([2, 2], [3, 1; 1, 3])

https://archive.ics.uci.edu/ml/datasets/Adult?ref=datanews.io

6 https://archive.ics.uci.edu/ml/datasets/bank+marketing
7 https://raw.githubusercontent.com/propublica/compas-analysis/master/compas-

scores-two-years.csv
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tackled by previous approaches, i.e., settings with only partial training data available for tuning or only a small separate dataset is
available for tuning as well as handling multiple fairness metrics simultaneously. In the third part, we explore the sensitivity of GetFair
with respect to modelling and hyperparameter choices.

5.1

Comparison with existing methods

We report the results achieved by the baseline methods as well
as possible trade-offs between fairness and accuracy obtained by
GetFair across different fairness metrics and classifier models in Figure 2. Note that these are representative results and other prospective combinations of datasets, fairness metric and classifier models
also yield similar results8 . In each panel in Figure 2, we plot accuracy versus fairness score obtained by each method for a given
dataset and classifier model. In each case, we also plot the accuracy
and fairness scores achieved by the unconstrained classifier (i.e.,
without augmenting any fairness requirement) for the same setting.
In each panel we note the classifier model as well as the dataset
being deployed. A general observation across all settings is that
increasing degrees of fairness lead to decreasing accuracy as has
been noted previously in [35].
Results for statistical parity are reported in Figures 2(a-d). Note
that higher statistical parity scores indicate fairer results. We deploy
two datasets - synthetic statistical parity and Adult. In each case
GetFair is able to achieve comparable results in terms of fairness
accuracy trade off as the baseline methods.
We report the results for equal opportunity in Figures 2(e-h). The
experiments are performed on the synthetic equal opportunity and
Bank datasets. Note that lower the equal opportunity scores, fairer
the results. While Kamiran et. al.[a] and [b] are not suited for equal
opportunity, Zafar et. al. is compatible with a similar measure called
disparate mistreatment which looks into false positive rates and
false negative rates. Nevertheless, the objective is different for equal
opportunity which considers true positive rates. These methods are
hence omitted. GetFair is again able to achieve comparatively good
trade-offs between fairness and accuracy as the baseline methods.
Finally, the results on equalized odds on the synthetic equalized
odds and Compas datasets are reported in Figures 2(i-l). Lower
equalized odds scores represent fairer results. As before, Kamiran et. al. [a], [b] and Zafar et. al. do not optimize for equalized
odds and hence are omitted. GetFair again achieves comparable
fairness/accuracy trade-offs.
The above results demonstrate that GetFair is able to achieve similar accuracy/fairness trade-off for any classifier models as any other
baseline fairness enhancing methods. Although Hardt et al. is also
a post-processing method and performs well across all the datasets,
it violates the disparate treatment requirement for classifiers as
it needs sensitive attribute information while making decisions.
This also means that it utilizes more information while making
decisions compared to other methods and hence often returns the
best result. GetFair can also be easily generalised across different
fairness metrics without defining metric specific constraints as is
the case with most in-processing methods. The method also allows
for incorporating any parameterized classifier model.
8 omitted

due to space constraints
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5.2

Additional GetFair qualities

Apart from its applicability across different classifier models as
well as fairness metrics, GetFair also possesses additional desirable
qualities which we discuss next.
5.2.1 Incomplete training data. The post-hoc fairness tuning mechanism of GetFair allows for tuning fairness for classifier models in
cases where the training data is incomplete. We consider two distinct settings - (i) the training data is only partly available (i.e.,
Dt ⊂ D) and (ii) training data in entirety is unavailable (i.e.,
Dt 1 D).
To empirically demonstrate the effectiveness of GetFair in the
first setting, we tune a logistic regression model on 50% and 25%
of the training data to optimize for statistical parity on synthetic
stat. parity dataset. In Figure 3(a) we report the fairness accuracy
trade off achieved through GetFair utilizing 25%, 50% and 100% of
the training data. GetFair achieves competitive results even with
25% of the training data. This is mainly because the tuning data is
essentially used to estimate the reward and hence a large enough
random sample of the training data should provide a good estimate
of the reward.
For the second setting, we split the synthetic stat. parity dataset
into 70%, 15% and 15% respectively for training the logistic regression classifier, tuning on statistical parity, and testing to ensure that
Dt 1 D. Note that the baseline algorithms are unsuited for such
a setting as they require the entire training data for achieving fair
classification results. In Figure 3(a) we plot the accuracy fairness
trade-off and observe that in this setting GetFair is also able to
achieve competitive results, thereby demonstrating its effectiveness.
5.2.2 Fairness re-tuning. GetFair can also be deployed in re-tuning
fairness of a classifier model. In particular, we consider a setting
where the classifier has already been tuned on a particular fairness
measure, but needs to be re-tuned on another fairness measure.
To illustrate, we consider two datasets - synthetic stat. parity and
Compas. For each dataset, we first deploy zafar et. al. on statistical
parity objective followed by GetFair on equal opportunity objective.
For synthetic stat. parity, the unconstrained classifier achieves an
accuracy of 0.86, statistical parity score of 0.45 and equal opportunity score of 0.175. Zafar et. al. with statistical parity objective
achieve the corresponding scores of 0.71, 0.95 and 0.21. Next, we
re-tune this classifier (obtained with Zafar et al.) with GetFair on
equal opportunity objective and achieve accuracy, statistical parity
and equal opportunity scores of 0.72, 0.71 and 0.01 respectively.
This shows that GetFair is successfully able to re-tune a different
fairness objective.
Similarly, for Compas, the unconstrained classifier achieves accuracy, statistical parity and equal opportunity scores of 0.65, 0.43
and 0.35 respectively. Deploying the baseline method presented
by Zafar et al. results in the corresponding scores of 0.64, 0.92 and
0.08 respectively. The model already achieves a high equal opportunity score just with statistical parity tuning. GetFair re-tuning
only results in respective scores of 0.64, 0.64 and 0.14, respectively,
and hence for this dataset is not able to improve further on the
equal opportunity score. We assume that this is due to the strong
correlation between the fairness metrics in this case.
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Figure 2: Comparison with existing methods. Accuracy fairness trade off as achieved by GetFair as well as other baseline methods for statistical parity (panels a-d), equal opportunity (panels e-h) and equalized odds (panels i-l). The corresponding dataset
and classifier model is also specified in each panel. While higher statistical parity score indicates a higher degree of fairness,
lower equal opportunity or equalized odds score indicates fairer results. The missing entries for baseline methods in panels
(e-l) are indicative of their unsuitability of deployment for either the fairness metric or the classifier model. A general observation is that increasing degree of fairness leads to decreasing accuracy. GetFair is able to achieve competitive results across
all the fairness metric and classifier models. Unlike most of the existing methods which generate a single accuracy fairness
trade off result, GetFair allows for obtaining fairness scores across different accuracy thresholds. Additionally, the results also
demonstrate the generalizability of the proposed method, given that it could be applied across a wide range of classifier models
and fairness metrics. Among the existing methods, only Hardt. et al. has a similar level of generalizability but suffers from
disparate treatment.
5.2.3 Tuning with respect to multiple fairness metrics. We also investigate whether a model could be tuned jointly on multiple metrics.
To illustrate, we consider the synthetic dataset for stat. parity and
logistic regression classifier. The unconstrained classifier achieves
an accuracy of 0.867 and fairness scores of 0.41 for statistical parity and 0.20 for equal opportunity, respectively. The joint reward
is computed as an average of the two fairness scores. Tuning for

fairness through GetFair results in an accuracy of 0.72 and fairness
scores of 0.96 and 0.02 respectively.
For the same experimental setup with the Compas dataset, the
unconstrained classifier achieves an accuracy of 0.65 and a fairness
scores of 0.45 for statistical parity and 0.35 for equal opportunity.
With GetFair, we are able to achieve excellent fairness scores of
0.91 and 0.06 for statistical parity and equal opportunity (note that
for equal opportunity, lower scores are better), while maintaining a
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Figure 3: Tuning Rate. We plot the fairness accuracy trade
off for logistic regression with statistical parity considering
training data is (a) only available in part for tuning and (b)
is unavailable in entirety. We use synthetic stat. parity as
the dataset. (a) demonstrates that GetFair can be tuned with
25% or 50% of the training data and still achieve competitive
results. (b) demonstrates that with training data not available GetFair can be tuned with a small amount of observable
data.
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5.3.1 Meta optimizer models. We explore an alternate model for
the meta-optimizer based on a simple feed forward network (MLP).
The network consists of to two hidden layers of size 20 with ReLU [25]
as activation function. In Figure 4(a), we plot the accuracy fairness
trade-off for GetFair with RNN as meta-optimizer model as well
as with MLP. We observe that the results are similar with RNNbased model performing marginally better than the feed-forwardnetwork-based model. We preferred the RNNs over MLPs for the
main part of the experiments because of the lesser number of parameters in case of RNNs as well as their ability to model parameter
dependency. RNNs have also been deployed previously for selecting
hyperparameters [10].
5.3.2 Reward weight parameter λ. We also investigate the effect
of λ on the fairness and accuracy results. In Figure 4(b), we plot
the accuracy fairness trade-off for different values of λ. With λ = 0,
the method tries to just maximize accuracy and hence is not able
to achieve high fairness scores. We further observe that for a high
accuracy regime, even with λ = 0.25, we tend to obtain comparable
results. However, the results starts to deviate from the accuracy
threshold of 0.75 and the best overall accuracy fairness trade off is
achieved for λ = 0.5.

6

DISCUSSION

Next, we discuss some limitations of our approach and potential
avenues for future research.

6.1

Figure 4: Sensitivity to hyperparameters. We explore the effect of (a) metaoptimizer architecture and (b) λ (reward
weight parameter) on the performance of GetFair. Experiments are performed on synthetic stat. parity dataset, logistics regression classifier and statistical parity as fairness
metric. We observe that multi layer perceptrons (MLPs) are
equally capable of obtaining comparable results as demonstrated in (a). Similarly, λ = 0.5 seems to be achieving the
best accuracy fairness trade off as observed in (b).

comparatively high accuracy of 0.63. This demonstrates that GetFair
is able to tune for multiple fairness metrics simultaneously. To the
best of our knowledge, none of the existing methods are directly
capable of optimizing jointly for multiple fairness metrics.

5.3

GetFair variants and sensitivity

Our approach involves several hyperparameters for tuning the
fairness of classifier models. This section describes experiments
that empirically explore the effects of these hyperparameters on
the final result. For all experiments, we report the results for tuning
statistical parity of a logistic regression classifier on the synthetic
statistical parity dataset.

Limitations

Methodological limitations. In its current configuration, the
learning rate (lr ) for all the parameters (θ i ∈ θ ) are the same. Ideally,
we would like to have separate learning rates for the parameters
so that the updated parameters are more fine-grained. This might
be addressed by adopting ideas from the optimization literature,
more specifically recent advances in gradient descent-based methods to further improve GetFair. Our proposed method also does
not provide any theoretical guarantees on accuracy/fairness results.
Towards this goal, one may adopt theoretical results from policy
gradients as well as Markov Chain Monte Carlo (MCMC) methods.
Although these trajectories appear promising, we consider them to
be beyond the scope of this paper.
Experimental limitations. For our experiments, we have only
considered a binary classification task. deploy GetFair in multiclass
classification settings as well. The primary difficulty for this work
is the absence of suitably annotated datasets. Most fairness metrics
are also not particularly well-defined for multiclass classification.
The paper also focuses on binary sensitive attributes for now, i.e. the
number of subgroups are 2 in each case. However, we believe that
GetFair can easily be extended to multiple subgroups as well given
the fairness metrics are defined appropriately. Also, for almost all
the available datasets, the sensitive attributes are binary. These
limitations call for more efforts towards developing meaningful
datasets and that the domain itself is in general restricted by it.

6.2

Future directions

Our method could be applied to multiclass classification tasks as
well as datasets with non-binary sensitive attributes. Exploring
the effectiveness of GetFair across other machine learning tasks
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such as ranking and regression among others seems particularly
interesting and promising. One may also investigate theoretical
aspects of our method in greater detail to, for example, obtain theoretical guarantees. Our work also demonstrates how reinforcement
learning-based approaches could be effective in tuning for fairness
objectives which are generally non-differentiable in nature.

7

CONCLUSIONS

We introduced the GetFair framework, a fairness tuning approach
for classifier models. Through experiments on real-world and synthetic datasets across different classifiers and fairness metrics we
demonstrated that GetFair is general and is able to achieve competitive results. Additionally, we also demonstrated that our method
could be deployed even in cases where the training data is incomplete. Not only is our method able to re-tune a classifier model
already optimized for a given fairness metric to a different metric,
it can also simultaneously optimize for multiple fairness metrics.
While we focus on fairness in classification, GetFair could easily
be adopted for other tasks like fair regression and fair ranking as
well. This is because GetFair only aims at updating parameters of
a model based on a given fairness metric and does not constrain
the model in any other way. GetFair opens up possibilities for
developing and adopting new metrics for fairness without being
constrained by properties like differentiability (so that they could
be optimized properly) and others. GetFair would also allow for
practitioners to develop new machine learning models without having to explicitly consider fairness requirements, but integrate them
via post-hoc tuning. Finally, our method advocates for deploying
reinforcement learning based frameworks when tuning for nondifferentiable objective functions like fairness metrics. Given the
rich repertoire of methods already available for reinforcement learning, we believe our work could pave the way for new applications
in fairness tuning.

Sandipan Sikdar, Florian Lemmerich, and Markus Strohmaier

REFERENCES
[1] Alekh Agarwal, Alina Beygelzimer, Miroslav Dudík, John Langford, and Hanna
Wallach. 2018. A reductions approach to fair classification. In International
Conference on Machine Learning. PMLR, 60–69.
[2] Marcin Andrychowicz, Misha Denil, Sergio Gomez, Matthew W Hoffman, David
Pfau, Tom Schaul, Brendan Shillingford, and Nando De Freitas. 2016. Learning
to learn by gradient descent by gradient descent. Advances in neural information
processing systems 29 (2016).
[3] Martin Arjovsky, Léon Bottou, Ishaan Gulrajani, and David Lopez-Paz. 2019.
Invariant risk minimization. arXiv preprint arXiv:1907.02893 (2019).
[4] Toon Calders and Sicco Verwer. 2010. Three naive bayes approaches for
discrimination-free classification. Data Mining and Knowledge Discovery 21,
2 (2010), 277–292.
[5] Flavio P Calmon, Dennis Wei, Bhanukiran Vinzamuri, Karthikeyan Natesan
Ramamurthy, and Kush R Varshney. 2017. Optimized pre-processing for discrimination prevention. In International Conference on Neural Information Processing
Systems. 3995–4004.
[6] Rong-En Fan, Kai-Wei Chang, Cho-Jui Hsieh, Xiang-Rui Wang, and Chih-Jen Lin.
2008. LIBLINEAR: A library for large linear classification. Journal of machine
Learning research 9 (2008), 1871–1874.
[7] Michael Feldman, Sorelle A Friedler, John Moeller, Carlos Scheidegger, and Suresh
Venkatasubramanian. 2015. Certifying and removing disparate impact. In ACM
SIGKDD international conference on knowledge discovery and data mining. 259–
268.
[8] Chelsea Finn, Pieter Abbeel, and Sergey Levine. 2017. Model-agnostic metalearning for fast adaptation of deep networks. In International Conference on
Machine Learning. PMLR, 1126–1135.
[9] Sorelle A Friedler, Carlos Scheidegger, Suresh Venkatasubramanian, Sonam
Choudhary, Evan P Hamilton, and Derek Roth. 2019. A comparative study of
fairness-enhancing interventions in machine learning. In Conference on fairness,
accountability, and transparency. 329–338.
[10] Yang Gao, Hong Yang, Peng Zhang, Chuan Zhou, and Yue Hu. 2020. Graph
Neural Architecture Search. In Proceedings of the Twenty-Ninth International Joint
Conference on Artificial Intelligence, IJCAI-20. 1403–1409.
[11] Moritz Hardt, Eric Price, and Nati Srebro. 2016. Equality of opportunity in
supervised learning. In Advances in neural information processing systems. 3315–
3323.
[12] Geoffrey E Hinton. 1990. Connectionist learning procedures. In Machine learning.
Elsevier, 555–610.
[13] Sepp Hochreiter and Jürgen Schmidhuber. 1997. Long short-term memory. Neural
computation 9, 8 (1997), 1735–1780.
[14] David W Hosmer Jr, Stanley Lemeshow, and Rodney X Sturdivant. 2013. Applied
logistic regression. Vol. 398. John Wiley & Sons.
[15] Shahin Jabbari, Matthew Joseph, Michael Kearns, Jamie Morgenstern, and Aaron
Roth. 2017. Fairness in reinforcement learning. In International Conference on
Machine Learning. PMLR, 1617–1626.
[16] Faisal Kamiran and Toon Calders. 2012. Data preprocessing techniques for
classification without discrimination. Knowledge and Information Systems 33, 1
(2012), 1–33.
[17] Faisal Kamiran, Toon Calders, and Mykola Pechenizkiy. 2010. Discrimination
aware decision tree learning. In IEEE International Conference on Data Mining.
IEEE, 869–874.
[18] Toshihiro Kamishima, Shotaro Akaho, Hideki Asoh, and Jun Sakuma. 2012.
Fairness-aware classifier with prejudice remover regularizer. In Joint European
Conference on Machine Learning and Knowledge Discovery in Databases. Springer,
35–50.
[19] Diederik P Kingma and Jimmy Ba. 2015. Adam: A Method for Stochastic Optimization. In International Conference on Learning Representations (Poster).
[20] Ron Kohavi. 1996. Scaling up the accuracy of naive-bayes classifiers: A decisiontree hybrid.. In ACM SIGKDD international conference on knowledge discovery and
data mining, Vol. 96. 202–207.
[21] J Larson, S Mattu, L Kirchner, and J Angwin. 2016. How We Analyzed the COMPAS Recidivism Algorithm. https://www.propublica.org/article/how-we-analyzedthe-compas-recidivism-algorithm (2016).
[22] Ke Li and Jitendra Malik. 2017. Learning to optimize neural nets. arXiv preprint
arXiv:1703.00441 (2017).
[23] David Madras, Elliot Creager, Toniann Pitassi, and Richard Zemel. 2018. Learning
adversarially fair and transferable representations. In International Conference on
Machine Learning. PMLR, 3384–3393.
[24] Sérgio Moro, Paulo Cortez, and Paulo Rita. 2014. A data-driven approach to
predict the success of bank telemarketing. Decision Support Systems 62 (2014),
22–31.
[25] Vinod Nair and Geoffrey E Hinton. 2010. Rectified linear units improve restricted
boltzmann machines. In International Conference on Machine Learning. PMLR.
[26] Manisha Padala and Sujit Gujar. 2020. FNNC: achieving fairness through neural
networks. In International Joint Conferences on Artificial Intelligence Organization.

GetFair: Generalized Fairness Tuning of Classification Models

[27] Valerio Perrone, Michele Donini, Muhammad Bilal Zafar, Robin Schmucker, Krishnaram Kenthapadi, and Cédric Archambeau. 2021. Fair bayesian optimization.
In AAAI/ACM Conference on AI, Ethics, and Society. 854–863.
[28] Andrija Petrović, Mladen Nikolić, Miloš Jovanović, Miloš Bijanić, and Boris
Delibašić. 2021. Fair classification via Monte Carlo policy gradient method.
Engineering Applications of Artificial Intelligence 104 (2021), 104398.
[29] Sachin Ravi and Hugo Larochelle. 2017. Optimization as a model for few-shot
learning. In International Conference on Learning Representations.
[30] Ashudeep Singh and Thorsten Joachims. 2019. Policy learning for fairness in
ranking. Advances in Neural Information Processing Systems 32 (2019).
[31] Dylan Slack, Sorelle A Friedler, and Emile Givental. 2020. Fairness warnings
and fair-MAML: learning fairly with minimal data. In Conference on Fairness,
Accountability, and Transparency. 200–209.
[32] Richard S Sutton, David A McAllester, Satinder P Singh, Yishay Mansour, et al.
1999. Policy gradient methods for reinforcement learning with function approximation.. In Advances in neural information processing systems, Vol. 99. Citeseer,
1057–1063.
[33] Blake Woodworth, Suriya Gunasekar, Mesrob I Ohannessian, and Nathan Srebro.
2017. Learning non-discriminatory predictors. In Conference on Learning Theory.

FAccT ’22, June 21–24, 2022, Seoul, Republic of Korea

PMLR, 1920–1953.
[34] Himank Yadav, Zhengxiao Du, and Thorsten Joachims. 2021. Policy-gradient
training of fair and unbiased ranking functions. In SIGIR Conference on Research
and Development in Information Retrieval. 1044–1053.
[35] Muhammad Bilal Zafar, Isabel Valera, Manuel Gomez Rodriguez, and Krishna P
Gummadi. 2017. Fairness beyond disparate treatment & disparate impact: Learning classification without disparate mistreatment. In International conference on
world wide web. 1171–1180.
[36] Muhammad Bilal Zafar, Isabel Valera, Manuel Gomez Rogriguez, and Krishna P
Gummadi. 2017. Fairness constraints: Mechanisms for fair classification. In
Artificial Intelligence and Statistics. 962–970.
[37] Brian Hu Zhang, Blake Lemoine, and Margaret Mitchell. 2018. Mitigating unwanted biases with adversarial learning. In AAAI/ACM Conference on AI, Ethics,
and Society. 335–340.
[38] Ciyou Zhu, Richard H Byrd, Peihuang Lu, and Jorge Nocedal. 1997. Algorithm 778:
L-BFGS-B: Fortran subroutines for large-scale bound-constrained optimization.
ACM Transactions on Mathematical Software (TOMS) 23, 4 (1997), 550–560.

