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ABSTRACT

KEYWORDS

Researchers and practitioners in the fairness community have highlighted the ethical and legal challenges of using biased datasets in
data-driven systems, with algorithmic bias being a major concern.
Despite the rapidly growing body of literature on fairness in algorithmic decision-making, there remains a paucity of fairness scholarship on machine learning algorithms for the real-time detection
of crime. This contribution presents an approach for fairness-aware
machine learning to mitigate the algorithmic bias / discrimination
issues posed by the reliance on biased data when building law enforcement technology. Our analysis is based on RWF-2000, which
has served as the basis for violent activity recognition tasks in
data-driven law enforcement projects. We reveal issues of overrepresentation of minority subjects in violence situations that limit
the external validity of the dataset for real-time crime detection
systems and propose data augmentation techniques to rebalance
the dataset. The experiments on real world data show the potential to create more balanced datasets by synthetically generated
samples, thus mitigating bias and discrimination concerns in law
enforcement applications.

computer vision, fairness, algorithmic bias, AI ethics, violence detection, law enforcement technology

CCS CONCEPTS
• Computing methodologies; • Machine learning; • Social and
professional topics → Computing / technology policy; • Surveillance → Governmental surveillance;
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1

INTRODUCTION

In the last years, Artificial Intelligence (AI) and Machine Learning
(ML) systems have become increasingly present in every aspect of
life, including the security sector. A promising application in this
context is the use of computer vision for the real-time detection and
avoidance of crime [64, 65]. However, concerns have been raised
about the risks associated with these technologies, with algorithmic
bias [20] being one of the most salient ethical, legal and societal
challenges for data driven systems. Computer vision algorithms
learn to perform a task by capturing relevant characteristics from
training data. When trained for seemingly unrelated tasks like
activity recognition, models have been found to develop flawed
correlations regarding race, gender and age [15, 21]. One of the
main reasons for those flawed correlations is datasets representing
historic or systemic bias. For instance, violence datasets (which are
of high importance for the security sector as they can be used to
train computer vision models to detect and deter crime) [63] may
lack sufficient representation of all groups, thus likely to lead to
misclassification of individuals.
Errors in the outputs of computer vision technology used to
perform tasks such as violent activity detection or recognition of
suspicious behavior can have serious consequences, e.g., someone being wrongfully arrested based on erroneous but confident
misidentification of certain activity as violent and potentially of a
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criminal nature. If left unaddressed, dataset bias can result in AI and
ML-driven systems perpetuating discrimination and placing certain
individuals at a systematic disadvantage. In fact, such pathogenies
may not only be replicated by AI systems, but even aggravated
by the use, impact and pervasiveness of the technology in society
[56]. Given inherent challenges related to ML algorithms and the
well-documented concerns of systemic bias in this context [13, 25],
it is reasonable to assume that the available training datasets are not
balanced in terms of certain attributes, mainly the race, gender and
age of the individuals whose data is recorded therein. This is precisely what we encountered in our efforts to develop ML-powered
augmented reality technology to improve situational awareness in
real-time law enforcement decision-making [12]. In this context,
an inherent component to building trustworthy AI and ML systems
is the identification and mitigation of unwanted bias to avoid the
negative implications of these solutions, bearing in mind that, beyond an ethical requisite, accounting for fairness in AI and ML is
a legal requirement stemming from non-discrimination as a core
tenet under EU law [38].
The recent interest in fairness-aware ML has resulted in multiple
proposals for mitigation strategies to prevent models from learning
or applying biases (e.g., [31, 67, 69, 72]; see also [50]). However,
only a few works deal with fairness in ML for law enforcement
applications [26], with a focus on predictive technology as opposed
to crime detection and recognition systems. In this paper, we take
a step in this direction by making three contributions. First, we
address fairness issues in computer vision for crime detection technology, as opposed to the concerns regarding risk assessment tools
used in criminal justice (such as predictive policing and recidivism algorithms) widely considered in the literature. Second, our
contribution exposes bias issues in datasets depicting violence situations and suspicious behavior, which serve as raw material for
law enforcement technology. Third, we propose a novel strategy
to mitigate bias in violence datasets based on data augmentation,
a technique to increase the amount of data in the training set by
creating (realistic) modified data from the existing corpus [52]. We
show how dataset augmentation can be used to introduce controlled
biases, which should then eliminate or at least alleviate unfair bias
concerns. In that way, the proposed strategy helps address algorithmic bias issues in data-driven policing, thus improving compliance
with ethical frameworks and legal norms in the security sector. To
this end, we engaged in an interdisciplinary exercise, incorporating
the perspectives social scientists (privacy, ethics and legal experts)
in a joint effort to implement fairness by design in law enforcement
technology.
The rest of the paper is organized as follows. Section 2 analyzes
previous work on algorithmic bias in criminal justice and fairnessaware ML. Next, we provide an overview of the fairness standards
applicable in the EU in Section 3. Section 4 presents the proposed
bias mitigation strategy, describing the dataset used for the experiments and explaining the methodology and limitations of this study.
Section 5 details our experimental results, revealing the race and
gender bias issues in the dataset, while Section 6 demonstrates the
potential of the proposed approach to create more balanced datasets
and address bias concerns in law enforcement technology. Section
7 concludes.
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2

RELATED WORK

This work is related to a larger body of work on AI in criminal
justice and fairness in ML.
Bias, discrimination and fairness in AI for criminal justice. There has been a surge in scholarly and popular interest in
algorithmic fairness in recent years. Notably, a substantial body of
fairness-related work has emerged from interdisciplinary research
communities, with the Fairness, Accountability, and Transparency
in ML network (FAccT, formerly FAT) [7] being the most wellknown convening venue for those purposes. The closer scrutiny
of algorithmic decision-making in recent decades has exposed the
tendency of ML systems to embed bias and discrimination into lines
of computer code. An example of this is the pioneering study by the
Gender Shades project [15], which found significant misclassifications of individuals in ML algorithms based on protected attributes
like race and gender. Other examples related to computer vision
systems include the study published in 2019 [21], showing how
object recognition systems trained on publicly available datasets
performed poorly on analysis regarding low-income communities.
A more recent example concerns an image labelling service, which
classified a thermometer as a “tool” when in the hands of a lightskinned person, while the same object was perceived as a “gun” in
a dark-skinned hand [68].
AI, big data and algorithmic systems are proliferating in their
use within criminal justice practices given the opportunities for
the prevention, detection, investigation and prosecution of crime
they create. While these applications hold many promises, they
also hold many perils, as shown in the rich literature on the human
rights implications AI-powered systems used in criminal justice
(e.g., [33, 36, 37, 44, 51]). An example of this is the seminal article by
the non-profit media organization ProPublica in 2016 concerning
COMPAS [11], an algorithmic system used in bail decisions in the
US, where the authors concluded that the technology was biased
against black defendants. Another example is the study conducted
in the UK, where legal researchers scrutinized the introduction of
the Durham Constabulary’s Harm Assessment Risk Tool (HART)
[55], and cautioned against the risk of unfair outcomes leading to
discrimination. In a more recent analysis, Akpinar et al [8] demonstrate how predictive models exclusively trained on victim crime
reporting data can yield spatially biased results due to geographic
heterogeneity in crime reporting rates.
These applications raise major concerns about the potential aggravation existing problems, such as bias and discrimination, which
may result in grave human rights impacts particularly in high stakes
decision-making situations like law enforcement. For instance, concerns have been raised about the over-representation of marginalized groups in datasets depicting violent behavior or potentially
criminal acts, resulting in the exacerbation of the marginalization
of vulnerable groups and engendering higher levels of scrutiny
and surveillance into their lives [30]. Another study exposed concerns about both the over- and under-representation of ethnic minorities in ML systems, giving rise to simultaneous implications:
the algorithmic tools work poorly on minorities due to the underrepresentation of these populations in the training datasets, while
these same populations are subject to higher levels of surveillance
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given historic over-policing practices, turning out to be disproportionately over-represented in training data about crime [14].
The work presented here does not neatly fit into any of the
existing publications as it focuses on computer vision systems used
for activity classification in law enforcement rather than predictive
or risk assessment models, which are widely covered in existing
literature.
Fairness-aware machine learning. On the risk mitigation
side, prior work has focused on fairness metrics as a way to quantify
undesirable bias. This raises questions regarding how social goals
are abstracted and employed in prediction tasks [53]. Such metrics
are based on the implicit premise that it is possible to establish
and operationalize a mathematical concept of fairness to build a
system that is devoid of bias [22, 70]. However, Wachter, Mittelstadt, and Russell [66] argue that fairness cannot be automated due
to the gap between legal, technical, and organizational notions of
algorithmic fairness. In this context, it is important to ensure that
technical mitigation measures to address algorithmic bias issues
are accompanied by non-technical considerations.
Various discrimination discovery methods have been developed
to mitigate fairness concerns. Those methods are sub-divided into
pre-processing approaches, consisting of manipulation of data or features to allow for a fairer representation of minorities, in-processing
approaches, entailing the reformulation of the classification problem by considering the discrimination behavior in the optimization
function, and post-processing approaches, involving the correction
of the resulting model [9]. Our work falls under the first category
since the goal is precisely to transform “raw” data into a usable form,
is one of the steps of the AI process that could result in discriminatory practices, which is the goal pursued with pre-processing
methods.
Some authors have developed approaches to transform the training and testing datasets to prevent models from utilizing or learning
biases. Research stemming from the early days of bias mitigation
attempted to address this concern through techniques for rather
simple linear models [48, 70]. More recently, that research has
evolved into endeavors concerning more sophisticated models. For
instance, a technique presented by Calmon et al [17] consists of
reducing the output’s reliance on known discriminatory variables
(such as race and gender), while at the same time making sure that
the resulting outcomes of the system do not significantly differ
from the original dataset. Zhao et al [73] introduce an interference
update scheme to match a target distribution that can remove bias.
Ryu, Adam and Mitchell [58] propose InclusiveFaceNet as a technique to achieve better attribute detection across gender and race
subgroups. Dwork et al [23], in contrast, present a scheme based
on a decoupling technique that enable to learn different classifiers
for different groups. Another relevant approach to bias mitigation
is adversarial training [10, 35, 72]. For example, Wang et al [67]
use data augmentation to introduce controlled biases in the dataset,
with the aim of creating a benchmark for studying bias mitigation.
Most related to our work are earlier studies involving data augmentation techniques as a bias mitigation strategy. To the best of
our knowledge, only Iosifidis and Ntoutsi [43] have applied data
augmentation techniques, demonstrating its potential to reduce
classification error for discriminated groups. Their approach, however, was confined to supervised learning systems. We continue
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this line of work for bias mitigation methods through data augmentation techniques combined with an active learning architecture,
introducing a benchmark for bias evaluation and mitigation of ML
applications, specifically addressing the concerns raised by law
enforcement technology.

3

ETHICAL AND LEGAL BACKGROUND
REGARDING ALGORITHMIC FAIRNESS IN
THE EU

Many countries and regions are engaged in a global competition to
seize the opportunities brought by AI, and Europe is not the exception. In this context, the EU is investing heavily in AI. However, as
is tradition in this region, the efforts are channeled to fostering AI
uptake while ensuring safeguards to fundamental rights of people
and businesses. In view of this, the EU strives to secure adequate
regulation to foster AI that is “trustworthy”, that is legal, ethical
and robust. For technologists, that means building AI and ML that
accounts for fairness, amongst other fundamental and human rights
and ethical values.
Fairness has traditionally been conceived as a fundamental ethical principle and a legal foundation of constitutional significance
for Member States and the Union. Fairness and the freedom from
non-discrimination are fundamental ethical and legal values, enshrined both in legal documents (European constitutions and human rights instruments) and in virtually all the major ethics of
AI frameworks [40]. There are different definitions of fairness and
non-discrimination [49], mainly converging on the normative requirement that people are provided with equal rights and opportunities, without unjustifiable advantages or disadvantages for certain
groups or individuals. Underlying notions of human dignity and
respect for human agency underpin the ideals of fairness: human
beings are born equal, and their life has an intrinsic worth and value,
and they shall be allowed to pursue their freedom and autonomy
by being offered the same fundamental rights and opportunities to
basic goods like education, health and access to justice.
While this is not indisputable, most legal and ethical frameworks
associate fairness and equality with equal resources or opportunities [24], rather than equality of outcomes, e.g., a right to have
equal income or status with other people. Discrimination essentially
refers to conduct that infringes upon the ethical values of fairness
and equality without an ethically defensible justification [34]. More
specifically, discrimination involves unequal treatment of individuals or groups due to some of their personal characteristics such as
gender, sexual orientation, religion, race, ethnic or national origin,
disability or health [47] (the so-called “protected characteristics”).
The notion of fairness in a non-discrimination context should be
distinguished from fairness under data protection law, as further
explained later in this section.
When approaching fairness from an ethical standpoint, recent
years have seen the emergence of numerous frameworks of ethical
principles, as well as standardization activity on the ethics of AI.
Scholars and international organizations have attempted to systematize activity in this space and highlight the most influential
frameworks and principles [42, 57]. The EU bodies have been very
active in this space, with the most prolific work stemming from
the “High Level Expert Group on AI” (HLEG) appointed by the
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European Commission. In 2019, the HLEG produced a landmark
document for AI ethics, the “Ethics Guidelines for Trustworthy
AI” [40]. These Guidelines form part of a broader vision to embrace a human-centric approach to AI, intended to make Europe
a global leading innovator in ethical, secure and cutting-edge AI.
Accordingly, the guidance document strives to facilitate and enable
“Trustworthy AI made in Europe” that will enhance the wellbeing
of European citizens [40].
The HLEG Guidelines outline seven fundamental principles
for the development of AI systems, among which ‘diversity, nondiscrimination and fairness’ is central. To assist in the implementation of these principles by technology developers and businesses,
the HLEG have developed the “Assessment List for Trustworthy
AI” (ALTAI), providing more concrete technical design strategies
for their implementation in AI systems. The ALTAI is available
both as a document and as a prototype of a web-based tool [27].
The HLEG Guidelines highlight the need to avoid unfair bias, to
foster accessibility and universal design, meaning that AI systems
should be user-centric and designed in a way that allows all people
to use AI products or services, regardless of their age, gender, or
abilities, and highlight the importance of stakeholder participation
throughout the entire process of implementing AI technology.
Standards organizations have also been active in this space, with
the Institute of Electrical and Electronics Engineers (IEEE) being
a leading actor in this context. Their “Ethically Aligned Design:
Prioritizing Human Wellbeing with Autonomous and Intelligent
Systems” document, created by “more than 700 global experts” [41],
aspires to establish frameworks “to guide and inform dialogue and
debate around the non-technical implications’ of AI technologies,
including considerations beyond individual moral rights such as
social fairness, environmental sustainability and self-determination.
Non-discrimination is mandated by EU law too. Of the many
legal regimes applicable in an AI context, non-discrimination and
data protection law are the two most relevant sources of rules to
safeguard against algorithmic discrimination [74]. Discrimination
is prohibited in various EU legal instruments and constitutions,
including the Charter of Fundamental Rights of the EU (Charter) [1].
Article 21 of the Charter states that “[a]ny discrimination based on
any ground such as sex, race, color, ethnic or social origin, genetic
features, language, religion or belief, political or any other opinion,
membership of a national minority, property, birth, disability, age
or sexual orientation shall be prohibited”. Various EU secondary
instruments have also been developed, specifically devoted to nondiscrimination. The four main non-discrimination directives are: i)
the Racial Equality Directive [2]; ii) the Gender Equality Directive
[5]; iii) the Gender Access Directive [4]; and iv) the Employment
Directive [3]. These instruments establish a minimum standard that
needs to be transposed into national law by the Member States.
Two general types of discrimination are addressed under European non-discrimination law. The first is direct discrimination,
which relates to adverse treatment based on a protected characteristic on the individual (e.g., gender, race, or sexual orientation). The
second type is indirect discrimination, which refers to a situation
where “apparently neutral provision, criterion or practice” [2–5]
disproportionately disadvantages a protected group in comparison
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with other individuals. Of those two, it appears that indirect discrimination is the most relevant one in the context of AI and ML
applications [38, 74].
Data protection law is also a legal tool that seeks to protect fairness and fundamental rights, including the right to nondiscrimination (see General Data Protection Regulation (GDPR),
Article 1(2) and Recital 71, 75, and 85). In particular, fairness is
one of the principles for the processing of personal data (GDPR,
Article 5(1)(a)), and thus sits at the core of EU data protection law.
However, fairness under data protection law should not be confused with fairness in the non-discrimination law context. Under
non-discrimination law, fairness measures or initiatives are aimed
at enforcing equality. For instance, algorithmic fairness research
“seeks to operationalize equality at a mathematical level” [38]. In a
data protection context, fairness is to be understood as processing
personal data in ways that individuals would reasonably expect
and not doing so in a manner that could result in unjustified adverse effects for persons. Yet, the conditions set forth under data
protection law can mitigate possible risks to the rights to fairness
and non-discrimination [38]. For example, data protection imposes
the obligation of transparency of data processing activities, which
entails the need to provide information to data subjects about AIassisted decision-making involving personal data (GDPR, Articles
5(1)(a), 13 and 14). There is also the obligation to conduct a data protection impact assessment under certain circumstances, for instance
when using new technologies (GDPR, Article 35(3)(a)).
It is also worth mentioning the forthcoming EU regulation aiming to establish a legal framework for trustworthy and fair AI.
Specifically, in April 2021, the EU published its Proposal for a Regulation laying down harmonized rules on AI [6], becoming the first
political entity to officially put forward a formal initiative on AI
regulation [28]. This legal instrument will be applicable to providers
and users of AI systems, following a risk-based approach, where
different rules apply to different risk levels of AI: the higher the
risk posed by the relevant system, the stricter the rules that will
apply. Amongst the obligations related to high-risk systems, which
is likely to be the case for most law enforcement technology, is
that of ensuring high quality of the datasets feeding the system to
minimize risks and discriminatory outcomes (AI Act, Recital 44 and
Article 10).
According to a study published in 2021, it is currently not possible
to automate fairness or non-discrimination, particularly “because
the law does not provide a static or homogenous framework suited
to testing for discrimination in AI systems” [66]. Yet, it is still possible to take certain measures towards ensuring that the fairness
policies are satisfied. For instance, considering the importance of
the choice of the data used [29], it is important to ensure that the
datasets used to train, validate and test the AI system are relevant,
representative, free of errors and complete. In this respect, when
acquiring, labelling, cleaning and preparing datasets, it is important
to assess the quality of the data, which starts with a basic understanding of it (e.g., where the data come from, what the dataset
covers, which skews and correlations the data contain). The issues
to consider when assessing the quality of the data include questions
about their completeness, accuracy, consistency, timeliness, duplication, validity, availability and provenance [16]. It is precisely in
this context where the data augmentation solution discussed herein
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could play a key role in the generation of accurate representations
of reality by eliminating or reducing biases reflected in ML training
data.

4

COMPONENTS OF THE PROPOSED
STRATEGY

Proceeding from the legal and ethical conceptions of fairness and
non-discrimination, we co-designed a data augmentation strategy
for mitigating algorithmic bias risk in the context of an EU-funded
research and innovation action that develops ML-powered smart devices for real-time crime detection [12]. Data augmentation consists
of the process of generating data through the use of information
from the training dataset. With this process, it is possible to synthetically oversample under sampled entities to re-balance the dataset.
Through the data augmentation methodology, we synthetically
re-balance training datasets to mitigate bias and discrimination
risks without compromising the integrity and reliability of data. A
typical example would be to augment a training dataset so that race
and gender percentages are more balanced, as done in this study.
This section explains the components of this approach.

4.1

Dataset

The dataset that we used for this experiment is RWF-2000, which
contains two thousand video clips lasting five seconds each, half of
them depicting violent acts and half of them normal activities. We
chose to evaluate this dataset given its importance as raw material
for law enforcement technology since it is “largest surveillance
video dataset used for violence detection in realistic scenes” [19].
The dataset is split in 80% for training and 20% for evaluation.
Preliminary analysis of the dataset revealed overrepresentation of
dark-skinned males in violence situations, underrepresentation of
light-skinned males, regarding the general population of a country
(specifically the United States) and underrepresentation of females
in general. Before explaining the composition of the dataset, a
caveat is in order. There is underrepresentation of darker males
in the videos with regards to the general distribution of the “race”
category. However, in the dataset the ratio white/black is 2:1.
In our evaluation of the RWF-2000 dataset, we found that 81%
of the people in violent acts in the training set were men and 19%
women, while the non-violent training samples had 65% men and
35% women. For the evaluation set the distribution for men was
81% and for women 19% on violent acts and for the non-violent acts
was 69% to 31% respectively. Race distribution in violent training
samples was 37% white, 23% black, 20% Asian while other groups
constituted the rest, in non-violent training samples the distribution was 36% white, 18% black and 20% Asian. In violent evaluation
samples the distribution was 36% white, 22% black and 25% Asian,
and in nonviolent samples 44% white, 18% black and 15% Asian.
We applied data augmentation techniques to achieve better representation of violent acts and normal activities on the basis of
race.

4.2

Methodology

In this study, we apply data augmentation techniques to artificially
create instances based on a given attribute (focusing on race in
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this case). In that way we force balance by populating the underrepresented group for a specific attribute to deal with group’s class
imbalance. Specifically, our proposed approach is to replace a person in a violent or non-violent video sequence with another person,
imitating the individual’s movement throughout the sequence. In
order to achieve this, we use Mask-RCNN [39] for instance segmentation and calculate the entity’s keypoints with HRNet-w48 [60].
Instance segmentation is an object detection technique that generates a segmentation map for each detected instance of an object
in an image. Pose estimation refers to the detection of keypoints
(neck, eyes, wrists, etc.) in an instance of a person. Mask-RCNN
is a method that predicts bounding boxes along with the masks,
consequently these are the bounding boxes that we use. The joints’
locations are estimated by re-adjusting the bounding boxes for the
person to match the pose estimation model’s aspect ratio, crop
the image in accordance with the re-adjusted bounding boxes and
interpolate it to the model’s input resolution. After processing the
17 heatmaps produced from the pose estimation model (corresponding to 17 joints), the keypoints are projected back to the original
image coordinates Examples of instance segmentation and pose
estimation on RWF-2000 are provided in Figure 1.
To ensure that we are replacing the same person in each video,
we track the persons throughout the video sequence. We also extract
the keypoints of the person that will replace the target individual.
We then scale their bounding boxes to make them equal in size and
transform their keypoints and masks to the new pixel coordinates.
This is done with affine transformation matrices for scaling and
translation. In this case, the affine transformation matrices will
look like the 3x3 matrix in the equation 1, where x ′ and y ′ are the
new pixel coordinates, x, y are the original pixels, sx , sy are the
scaling factors for x and y and t x , ty are the translation distances.
We provide the bounding box of the person we want to replace and
the bounding box of the one who is replacing and solve the system
(4.2), where [(x 1′ , y1′ ), (x 2′ , y2′ )] are the bounding box coordinates for
the person we want to replace and [(x 1 , y1 ), (x 2 , y2 )] the bounding
box coordinates of the person we are replacing with, to obtain the
scaling factors and translation distance. Examples of scaling and
transformation are provided in Figure 2. From left to right, the first
two images depict the person we are going to warp and his keypoint
location, image 3 is person we are replacing, and the last images
provide the scaled person and his transformed keypoints.
x ′   s x
 ′ 
y  =  0
  
1  0
  
′

x1 =
′
x2 =
′
y1 =
′
y2 =

sx ∗
sx ∗
sy ∗
sy ∗

0
sy
0

t x  x 
ty  ∗ y 
1   1 

x1 +
x2 +
y1 +
y2 +

tx
tx
ty
ty

(1)

(2)

We then calculate the displacement vectors for each respective
body part by subtracting the keypoints of the person we track
through the video sequence from the transformed keypoints of
the replacement person, which are calculated using the 3x3 Affine
Transformation matrix of equation 1 after having already calculated
the scaling and translation distances from the system in equation
2. We use Radial Basis Function (4.3) for interpolation. We have 17
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Figure 1: From left to right, the first two images are examples of instance segmentation, the next two examples of pose estimation.

Figure 2: Scaling and Transformation example.
data points in total corresponding to the joints’ location and the
displacement vector as their values for x and y, thus two approximation functions are initialized from equation 3, 1 for the x pixels
and 1 for the y pixels. We generate a mesh grid, consisting of the
image pixel coordinates, which will be used as input to these two
approximation functions for estimating the displacement vector for
each x and y pixel. We interpolate and generate the displacement
field. Since we do not want to alter the background, we use the
mask to nullify the field outside of the mask’s boundaries. We then
warp the replacement entity in a way that the individual resembles
the pose and motion of the person originally in the video. Thus, we
can generate synthetic video sequences that can be more balanced
than the original ones.
f (x) =

N
Õ

w i φ (x − x i )

(3)

i=1

Our data augmentation pipeline is depicted in Figure 3. Figure 4
shows an example of our technique, through various images representing the different steps. From left to right, starting on the top
row, Image 1 is the original frame, and Image 2 represents the original keypoints of the replacement person. Image 3 represents the
calculated keypoints for the target entity (i.e., the person tracked
throughout the video frames and subject to replacement), and Image 4 shows the transformed keypoints location. Images 5 and 6
show the corresponding displacement fields for X and Y pixels,
respectively. Lastly, Image 7 is the resulting altered frame.

Having rebalanced the datasets, we perform some experiments
to evaluate the effects of the data augmentation strategy on the
model’s performance in terms of fairness.

4.3

Limitations

One issue that we have observed is that most of the videos in the
dataset suffer from poor quality and lighting, limiting the available
video clips that we can use. Furthermore, in violent events where
people are engaged in close fights and are entangled with each
other, Mask-RCNN has difficulties distinguishing them and returns
arbitrary shaped masks or one mask for the two individuals. Hence,
the replacement in some frames might be sub-optimal. We have
also observed that warping sometimes fails to align limbs’ position,
particularly is cases where the hands or legs must be moved/raised
many pixels across the image. Figure 5 shows some failure cases.
From left to right, the first column of images depicts the person we
are tracking and replacing, the second column shows the replacement person and the third column the resulting altered frames. In
the first image in the third column, Mask-RCNN did not detect the
tracked person, so no replacement was performed. In the second
image of the same column the hand of the person we are tracking
was not detected and the warping was in general not ideal. Lastly,
in the third image in the third row, the original person is still visible.
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Figure 3: Data Augmentation Pipeline

Figure 4: An example of person replacement in a video frame. In the first row, from left to right, Image 1 is the original frame,
Image 2 depicts the person who is replacing, Image 3 the person who is getting replaced, Image 4 is the person who is replacing
scaled. In the bottom row, from left to right Images 5 and 6 are the displacement fields for x and y and Image 7 is the resulting
altered frame.

5

EVALUATING THE MODEL

The models that we used for our experiment is RTFM [61], which
has reported state-of-the-art metrics across different datasets, and
Sultani et al [59] method. Both these methods use a pre-trained
feature extractor and a classifier. Sultani et al use C3D [62], while
RTFM uses I3D [18]. C3D is pre-trained on the Sports-1M [45]
dataset, while I3D on Kinetics-400 [46] or Charades [70] (the one

we used was pre-trained on Charades). The results presented in
this and the next section are on per 24 frame segments for RTFM
and on per 16 frame segments for Sultani et al [59]. We use Pytorch,
torchvideo, numpy, OpenCV and sci-kit learn for implementation
and experimentation. Initially, we ran some experiments with RWF2000, which led to the conclusion that the model’s performance is
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Table 1: RTFM Results on RWF-2000 gender
Models

Test Set

Mean AUC

Mean AUC std

Mean Accuracy

Mean Accuracy std

Balanced models
Balanced models
Imbalanced models
Imbalanced models

Balanced
Imbalanced
Balanced
Imbalanced

0.878
0.761
0.847
0.847

0.003
0.005
0.009
0.006

0.772
0.671
0.766
0.766

0.026
0.027
0.020
0.029

Table 2: Sultani et al method on RWF-2000 gender
Models

Test Set

Mean AUC

Mean AUC std

Mean Accuracy

Mean Accuracy std

Balanced models
Balanced models
Imbalanced models
Imbalanced models

Balanced
Imbalanced
Balanced
Imbalanced

0.814
0.814
0.729
0.861

0.016
0.023
0.020
0.015

0.727
0.721
0.647
0.765

0.033
0.030
0.020
0.029

affected by gender and race balance issues, as shown in Table 1 and
Table 3.
Balanced and imbalanced model refers to models that were
trained with balanced or imbalanced datasets based on gender or
race. We resampled the training samples and the male to female ratio was around 1:1 in the balanced dataset, while in the imbalanced
dataset the ratio was 4:1, which was the same as in the original
RWF-2000 corpus. The same ratios were kept for the balanced and
imbalanced test datasets. Supposing we have positive (P) and negative (N) samples a binary classifier can have four outcomes, True
Positive (TP), False Positive (FP), True Negative (TN), False Negative
(FN). For the purposes of this analysis, accuracy is to be understood
as follows:
TP +TN
TP +TN
Accuracy =
=
P +N
TP + FP + T N + FN
Area under the curve (AUC) is equal to the probability that a
classifier will rank a randomly chosen positive instance higher than
a randomly chosen negative one [32].
The Standard Deviation (std) is defined as:
v
u
t
N
1 Õ
(x i − x̄)2
std =
∗
N i=1
, where N is the sample size, x̄ is the mean value of the samples and
x i is the value of sample i.
In this experiment, we deployed ten-fold cross validation
schemes. Since the dataset does not have annotations for the classes
contained therein, one author annotated the dataset with race and
gender labels of the people present in the video clips, using female
and male labels to indicate subjects perceived as women or men
respectively, and white and black labels to indicate subjects perceived as lighter skinned and darker skinned respectively. We had
also tested a different model from Sultani et al and the results are
presented in Table 2.
We also experimented with race imbalance in the RWF-2000
dataset. The original dataset had a white to black ratio of 1:6 in
violent videos for training and 2:0 ratio on non-violent videos. We
created 2 sub-datasets, one with 2:0 ratio and one with 1:0 ratio,

which we call “imbalanced” and “balanced” respectively, and ran 2
5-fold Cross-Validation schemes. The results are presented in Table
3. Table 4 provides statistics for the gender and race distribution
for the datasets used for training.
Table 1 shows that the RTFM models that were trained on imbalanced training samples had similar performance when they were
tested on balanced and imbalanced data, as their mean AUC score
stood at 84.7% and mean accuracy at 76.6%, while those which
were trained on balanced training samples performed better on the
balanced test dataset (87.8% AUC and 77.2% accuracy) but had a
significant drop in their metrics when tested on the imbalanced
test dataset (76.1% and 66.1% for the AUC and accuracy, respectively). Table 2 shows that the models that were trained on balanced
dataset performed similarly when tested on balanced and imbalanced samples as their AUC score was the same and the accuracy
was slightly lower on the imbalanced test set, while the models that
were trained on imbalanced data performed well on imbalanced
test samples and poorly on balanced test samples, as their AUC and
accuracy reduced significantly. Table 3 shows that a model that is
trained on more balanced dataset is able to achieve higher accuracy
scores at certain thresholds and generalize better. The models that
were trained on balanced training data had a mean accuracy of
67.7% for the balanced test set and 73.6% for the imbalanced test set,
while those which were trained on imbalanced videos had 66.5%
and 72.2% for the balanced and imbalanced test set respectively.
When evaluating these results, it is evident that they do not
always meet the expectations. We would generally expect that the
models that were trained on balanced datasets would perform better than the ones trained on imbalanced datasets. In the results
presented in Table 1, the balanced models perform better on the
balanced test set, as one would expect, but the imbalanced models are the ones that can generalize better since they have similar
performance on the balanced and imbalanced test sets. In the second experiment (Table 2), the balanced models are the ones that
generalize better as they have the same performance for balanced
and imbalanced test sets, while the imbalanced ones perform well
on the imbalanced test set and poorly on the balanced one. These
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Table 3: RTFM method on RWF-2000 race
Models

Test Set

Mean AUC

Mean AUC std

Mean Accuracy

Mean Accuracy std

Balanced models
Balanced models
Imbalanced models
Imbalanced models

Balanced
Imbalanced
Balanced
Imbalanced

0.793
0.854
0.805
0.866

0.006
0.005
0.005
0.007

0.677
0.736
0.665
0.722

0.038
0.025
0.050
0.047

Table 4: Gender and race distribution on Training datasets
Dataset

Males

Females

Light-Skinned

Dark-Skinned

Other

Balanced (gender)
Imbalanced (gender)
Balanced (race)
Imbalanced (race)

50.7%
80.5%
74.2%
74.1%

49.3%
19.5%
25.8%
25.9%

37.3%
25.2%
79.4%
63.9%

22.9%
16.9%
17%
31%

39.8%
57.9%
3.6%
5.1%

inconsistencies could be attributed to the fact that during Cross Validation each fold might have a distribution that is not representative
of the datasets that are used for testing.
Considering these results, it can be concluded that gender and
race balance affects the models’ performance. We have shown that
a racially balanced training set leads to higher accuracy and in turn
better generalization than an imbalanced training set and a gender
balanced training set can either increase or decrease the model’s
performance depending on the method.

6

FIXING REAL-TIME CRIME DETECTION
SYSTEMS

The data augmentation approach stems from the results presented
in Section 5. More specifically, we focused on the issue of race
imbalance identified in the data. The approach is rooted in the idea
that, if we generate more balanced training samples, the model
will be able to better generalize the action instead of the person
doing it. We used a subset of RWF-2000 which had dark-skinned
individuals in almost every violent video and few in non-violent
videos. We replaced a dark-skinned individual in the violent scenes
mainly with light-skinned persons and light-skinned individuals
mainly with dark-skinned persons in non-violent scenes. We also
tried to have individuals appearing in fight scenes to be present in
non-violent scenes as well, and vice versa.
By applying data augmentation, we created twenty new videos
that looked promising and good enough, ten violent and ten nonviolent, thus creating a new dataset with more balanced skin type
representations with our technique. We then deployed five-fold
cross validation schemes to determine whether this type of data
augmentation had any effect on the model’s accuracy. In the first
cross validation we used the twenty original videos for training
while in the second we had the original videos and the synthetic
ones, forty in total, as training examples. Tests have shown that
while the AUC was 1% lower to 1.5% higher for the models that were
trained on both the original and synthetic videos in different test
datasets compared to those which were trained on only the original
videos, the models that were trained on both the original and the
synthetic samples had higher accuracy at practical thresholds. For

example, with a threshold of 0.4 the accuracy was 2 to 4 percent
higher. Comparative results are presented in Table 5 and Table 6.
Table 5 contains three test dataset: one with black majority, one
with white majority and lastly one with black to white ratio 1:1. We
trained each model for 90 epochs and tested them on the three test
datasets. Comparing the results, it becomes evident that the models
that were trained on both the original and the synthetic videos
have higher accuracy and the difference in accuracy between the
datasets decreases. For example, the models that were trained only
on the original videos had a mean accuracy of 0.589 on the white
majority dataset and only 0.562 on the black majority dataset, a
difference in accuracy of 2.7% while the models that were trained
on both the original and the synthetic videos had 0.618 and 0.600
respectively on these two datasets, a difference of 1.8%.
Table 6 shows the results for 150 epochs of training. Here again
the higher accuracy of the models that were trained on both the
original and synthetic videos is apparent. For the black majority
dataset, the models that were trained on the original videos had
an accuracy of 0.610, while in the white majority the accuracy was
0.652, meaning that there is a difference of 4.2% between the two.
The models that were trained on both the original and synthetic
video datasets had 0.633 and 0.664 accuracy in black and white
majority test set respectively, a difference of 3.1%.
In light of these results, it can be concluded that our data augmentation does not only have the potential to mitigate bias in the
model, but it can also increase the model’s accuracy in terms of
practical accuracy thresholds. Nonetheless, it is important to acknowledge some downsides of this method, particularly the fact
that the processing of the frames is done at a rate of 3 fps on a
laptop with Nvidia GTX 1660 Ti. Yet, this rate should not affect
the model’s inference during testing since this data augmentation
technique is meant to be used during the model’s training phase.

7

CONCLUSION

In this work, we deal with bias towards certain attributes in violence
datasets. We propose an approach based on data augmentation techniques to create pseudo instances to have more balanced training
samples. We found that when rebalancing the dataset in regard to
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Table 5: RTFM on RWF-2000 race bias 90 epochs training
Model’s training

Test Set

Mean AUC

Mean AUC std

Mean Accuracy

Mean Accuracy std

Original Videos
Original Videos
Original Videos
Original & Synthetic Videos
Original & Synthetic Videos
Original & Synthetic Videos

Black Majority
White Majority
Balanced
Black Majority
White Majority
Balanced

0.698
0.746
0.703
0.6922
0.760
0.695

0.045
0.026
0.026
0.013
0.028
0.017

0.562
0.589
0.567
0.600
0.618
0.607

0.039
0.059
0.044
0.048
0.049
0.038

Table 6: RTFM on RWF-2000 race bias 150 epochs training
Model’s training

Test Set

Mean AUC

Mean AUC std

Mean Accuracy

Mean Accuracy std

Original Videos
Original Videos
Original Videos
Original & Synthetic Videos
Original & Synthetic Videos
Original & Synthetic Videos

Black Majority
White Majority
Balanced
Black Majority
White Majority
Balanced

0.703
0.765
0.709
0.690
0.782
0.705

0.027
0.024
0.006
0.020
0.030
0.020

0.610
0.652
0.620
0.633
0.664
0.642

0.054
0.063
0.052
0.042
0.054
0.028

race and training new models with such data the resulting models
tend to perform better (1.2% higher accuracy in a balanced test
dataset and 1.4% higher accuracy in imbalanced test dataset) than
the models trained with an imbalanced dataset (compared to the
original ratio for lighter skinned and darker skinned people). Our
experiments have shown that the models which are trained on balanced datasets are able to generalize better, with some exceptions.
In any case, dataset balance during training plays a crucial role in
the model’s performance and its ability to generalize.
The gained insights in this study show that the data augmentation method applied in this research, consisting of the use of
displacement fields and warping, is able to increase the model’s
accuracy while making the model less biased on race. In particular
there was an increase in accuracy compared to the model that was
not trained on the augmented data across all 3 test datasets. Regarding the AUC score, it was increased in 1 out of the 3 test datasets,
the white majority one, and it had marginal losses in the other 2
test datasets. To summarize the results, this method indeed seems
to increase the classifier’s accuracy regardless of the test dataset,
in regards to the AUC score it remained basically the same with
the exception of the white majority dataset where an increase was
observed. The proposed augmentation technique for bias mitigation
has promising results as it appears to increase the model’s generalization ability, although it has limitations in replacing a person’s
movements, detecting a person for the entire duration of the video,
detecting two masks for the same person or masks that are not fully
covering the person when the video quality and lighting are not
good enough. Despite the limitations faced in this research, this
work can serve as the basis for more advanced techniques on bias
mitigation in AI systems in the law enforcement sector.
Given the growing importance of computer vision technology
in high stakes situations, such as law enforcement, further research
is needed to further improve the bias issues of the datasets used in
this context. Motion transfer with the use of Generative Adversarial

Networks (GANs) can be used in such task in order to create large
quantities of synthetic data which are going to be balanced based
on race, gender, age etc. Such techniques could also be deployed
on the edge in order to offer online training for AI models which
are going to be unbiased on the site that they are present.
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